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General 
What version of Cognos were you showing? 

Cognos 11.1.1. 

What do you mean by 'using data modules as a bridge’? 

Because data sets are so easy to create from your existing Framework Manager or 

Transformer models, it is very easy to use them as a bridge to get your existing modeled 

data into data modules and then into the hands of your end users, regardless of the 

state of your C10 models. 

Are there native drill abilities in data modules? 

Yes, this feature is called a navigation path, and it is very easy to set up. 

When is the next version of Cognos shipping? 

Version 11.1.2 is imminent but no release date has been confirmed yet. 
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Upgrade & Enablement 
How much effort is it to go from 11.0 to 11.1 to get these features? 

The 11.0 to 11.1 upgrade is an in-place upgrade and, in general, is much less effort than 

the 10 to 11 upgrade. 

Are there any training classes that I can take to learn how to build data sets 

and data modules? 

Yes, we have an upcoming public training on Wednesday, April 24th that covers the 

content presented in the webinar.   

https://pmsquare.com/event-ibm-data-modules-training 

Storage 
Where are data sets stored and can that be configured? 

Data sets are loaded into an Apache Parquet file and housed in the content store. At 

runtime, the Cognos application server will fetch a copy of the parquet file to store 

locally in the ../data/datafiles/ directory of the Cognos install, then it will load it into 

memory. Data sets can be configured to use an external repository instead: 

https://www.ibm.com/support/knowledgecenter/SSEP7J_11.1.0/com.ibm.swg.ba.cogn

os.inst_cr_winux.doc/t_install_global_external_repository.html 

Where is the data model stored, in the content store or physically on a server? 

If it's a setting, what is recommended? ('Module') 

The data module is stored in the content store. There is no setting to store it elsewhere. 

What is the type of database that the content store is on?  Is there a 

consideration of database engine when data objects are stored in the content 

store? 

https://pmsquare.com/event-ibm-data-modules-training
https://www.ibm.com/support/knowledgecenter/SSEP7J_11.1.0/com.ibm.swg.ba.cognos.inst_cr_winux.doc/t_install_global_external_repository.html
https://www.ibm.com/support/knowledgecenter/SSEP7J_11.1.0/com.ibm.swg.ba.cognos.inst_cr_winux.doc/t_install_global_external_repository.html
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In this case the content store was SQL Serve 2016, however, the content store can run 

in a variety of databases. We are unaware of any differences in data set handling based 

on content store database. 

Memory & Sizing 
Are data size limits in data sets? How to deploy data sets from DEV 

environment to PROD environment? What happens to existing data sets in 

CA11 upgrades? Combining several data sets in a data module? 

Okay, here we go! There is no size limit per se, but you can set limits on data set 

processing to ensure that your servers are not negatively impacted. You can migrate 

data sets from one environment to another, but it really only moves the specification - 

not the data itself. This makes sense if you think about it, as DEV probably has different 

data than PROD anyway. Existing data sets are upgraded to the new data set compute 

service at runtime after an upgrade to C11.1 – alternatively, you can upgrade them in 

bulk by following this process:  

https://www.ibm.com/support/knowledgecenter/SSEP7J_11.1.0/com.ibm.swg.ba.cogn

os.inst_cr_winux.doc/t_ca_parque_migrate.html  

Finally, yes you can combine several data sets in a data module. 

Are there any guidelines on the system sizing if we are actively our user base 

to go this route (actively encouraging*) 

Our current recommendation is to have 8GB for windows + 8GB per processor core as a 

baseline, then tune as necessary. 

How much load does this put of the overall performance of the system?  

Data sets can increase the processing and memory requirements for the Cognos 

application server. It’s not a tremendous difference but you should be prepared to 

increase available resources and configuration as necessary. 

Is there a way to restrict resources per data set at the App Server, so not to 

overload the system when a lot of these are deployed?  

https://www.ibm.com/support/knowledgecenter/SSEP7J_11.1.0/com.ibm.swg.ba.cognos.inst_cr_winux.doc/t_ca_parque_migrate.html
https://www.ibm.com/support/knowledgecenter/SSEP7J_11.1.0/com.ibm.swg.ba.cognos.inst_cr_winux.doc/t_ca_parque_migrate.html
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Data sets use the new compute service, the settings for which can be found in the 

advanced settings of the query service. You may wish to change the max memory 

available to compute service processes. 

For multi-server environments, which server will a data set use to store the 

data in-memory?  Any risk of multiple data sets exhausting available 

memory?  Also, since data is always changing, would the refresh process 

need to be scheduled (daily)? 

When a request is made that utilizes a data set source, the Cognos application server 

processing the request will check to see if it needs to fetch a copy of the data set from 

the content store. It does this by comparing timestamps between the local copy (if one 

exists) and the master data set. This is done on a server-by-server basis as required. 

 

See question above for information about data set resource utilization settings. 

 

Definitely, best practice would be to schedule the refresh process based on the needs of 

the user community. In the case of a data warehouse, I'd configure a trigger to run the 

data set refresh following ETL completion. Please vote for this RFE to get enhanced 

scheduling for data sets:  

https://ibmanalytics.ideas.aha.io/ideas/search?utf8=✓&query=job+data+set 

Triggers 
Any ideas if the data set scheduling can be intertwined with an outside job 

scheduling tool so it could be dependent on a database being loaded?  

Yes, definitely. Data sets can use the same trigger based scheduling features as reports 

or jobs. This is a pretty common setup - an outside event occurs which submits a trigger 

word to the Cognos server, which executes any schedules tied to the trigger.   

https://ibmanalytics.ideas.aha.io/ideas/search?utf8=%E2%9C%93&query=job+data+set
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Framework Manager  
Is it possible to convert an FM model to a data module? 

Not easily, however, PMsquare is working on providing this capability in the future. 

Using FM Model, can I recreate multiple data set and recreate model using 

new data set? 

Yes, you could do this. 

Can data modules be created from relational data models? 

It depends on exactly what you mean by 'relational data models', but data modules can 

be created directly off of relational Framework Manager models. Additionally, you can 

export a relational or dimensional FM model or Transformer model to a data set, which 

can be imported into a data module. This is generally our recommended path. 

Is data source mapping (like in FM) in data model to switch the database 

connection ‘on the fly’?  

Yes, you can switch the database connection in a data module. You can also add 

multiple connections to a single data server and allow the user to choose the connection 

at runtime. 

Determinants are used in Framework Manager models to allow use of 

Dimensions to Facts that are at a higher level than the Dimensions' leaf 

level... is this functionality available in data modules? 

Yes, there is a feature called 'Column Dependencies' which allows you to define how 

Cognos should process multi-grain queries. See this video for more info:  

https://youtu.be/MjzQBEsuqrM 

  

https://youtu.be/MjzQBEsuqrM
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Functionality 
Can data modules handle multi-grain models? 

Yes. See question above for information about determinants and multi-grain queries. 

How is the data refreshed in a data set? 

You can manually refresh the data set via the 'more' menu, or it can be scheduled via 

the data set properties. 

I don't get the option to create data modules.  Is it related to access rights? 

The most likely reason is that access to data modules has been turned off by the Cognos 

admin team.   

How is relative time different in data modules? 

Relative time in data modules is easily and automatically built, much like in 

Transformer, and requires no manual calculations. 

For relationships, can I get to an expression editor to do complex joins (ex. 

using keys and effective dates if I have changing dimensions? 

Not at this time. 

Can a data module be included within another? 

Yes, data modules can utilize data module links, which is where one module inherits the 

tables from another module. This allows you to build an IT authored model that end 

users can include in self-service modeling without being able to edit the table 

definitions. 

Are the account parameters available in DM so can interact with LDAP? 

Yes.  
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Can we do incremental data set updates? 

No, but we can union multiple data sets. One can be year to yesterday and the other can 

be today. The today data set can be scheduled and the results will automatically be 

included in the unioned set. 

Are the virtual tables cached, can we control the cache duration? 

Yes, the virtual tables can be cached, and you can control the cache duration in the 

properties of the virtual table. 

Can you create a job to load multiple data sets vs creating a separate 

schedule for each data set? 

Not at this time, however, this is a great idea. Here is an idea on IBM's analytics 

feedback site - please upvote and ask your friends to vote as well: 

https://ibmanalytics.ideas.aha.io/ideas/CAOP-I-2048 

Are Session Parameters available in data modules? 

Yes. 

Transformer did not change? 

No changes to Transformer. Transformer will receive bug fixes but no new features 

going forward. 

Is the data set refreshed automatically upon server re-starts to the latest 

data set that was in the system prior to the re-start? 

Data sets are refreshed either manually or on a schedule, similar to reports. 

If you schedule something to update say every half hour if customers are 

using it, does it warn them as it refreshes it to wait for refresh? 

It does not, however, this would be an excellent feature to add. I have created a new 

feature request, please upvote!  

https://ibmanalytics.ideas.aha.io/ideas/CAOP-I-2176 

https://ibmanalytics.ideas.aha.io/ideas/CAOP-I-2048
https://ibmanalytics.ideas.aha.io/ideas/CAOP-I-2176
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If the source for the data set and data module is updated (new fields) does it 

break the data set or data module? 

No, adding new fields does not break the data set and data module in most situations. 

We have noticed cases where adding new fields to a data module with identical names 

and identifiers causes issues. 

Is there a way to get a list of objects (data sets and data modules) created by 

users that use a specific source? 

Getting this information is a challenge, which is why we created PMsquare Thrive. Thrive 

pulls the data necessary to answer this question from your audit database and content 

store and displays it for easy understanding and analysis. Learn more here: 

https://pmsquare.com/thrive 

Can we get Cognos Analytics 11 data module data at run time? 

Yes, data module default behavior is to query data at runtime. You can choose to use 

data sets or set data module caching if you wish but this is not mandatory. 

Can data modules handle unions yet?  

Yes.  It's easy. 

Is functionality similar to Parameter Maps available in data modules? 

Yes, it's one of the options when creating a new table in data modules. 

When will the layout of a data module be saved? It's extremely annoying 

when you have to re-arrange the tables every time... 

This is very high on my request list for IBM... which is to say, unfortunately, I don't have 

any knowledge of when this will happen. 

Will Fiscal Calendar also do future dates, similar to a date dim for 2020-

2030? 

Yes.  

https://pmsquare.com/thrive
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Use Cases 
Why use a data set rather than pulling revenue from your data server?  And 

when would you choose to use a data set rather than e.g. linking to your data 

warehouse? 

There are two primary reasons for choosing data sets rather than a direct connection to 

your DW. The first would be for performance, as data sets are in-memory objects that 

process on the Cognos server. The second would be for easy presentation and self-

service, as you can condense a large or confusing data source into something more 

manageable. The bonus third reason would be in cases where you wish to combine data 

from disparate sources, doing so on a data set is easy and performs well. 

Our Financial users have a challenge scheduling their reports to run based on 

the first 8 "Working Days" vs "Calendar Days".  Is this something that 11.1 

can help us resolve?  In other words, can we create a calendar that counts 

weekdays w/o Holidays? 

Great question. The custom calendars don't currently affect the behavior of Cognos 

report scheduling. What I do think would work would be to create a custom calendar 

that includes whether a day is a working day or not, then design the report to burst on 

the appropriate work day - or use event studio to accomplish the same. Here is IBM’s 

info about the calendar and relative date features: 

https://www.ibm.com/support/knowledgecenter/en/SSEP7J_11.1.0/com.ibm.swg.ba.c

ognos.ca_mdlg.doc/c_ca_set_rel_date_analysis.html 

Due to the data sets being loaded to application server memory, are they a 

good idea for extremely large companies where we have thousands of users? 

Yes, in fact, I think using a data set is even more helpful for an extremely large company 

because it gives you so much more control over where a query is processed and what is 

contained in a self-service data source. There will of course still be many situations 

where a live query to the underlying database is preferred, but I would start finding 

ways to use data sets now. 

https://www.ibm.com/support/knowledgecenter/en/SSEP7J_11.1.0/com.ibm.swg.ba.cognos.ca_mdlg.doc/c_ca_set_rel_date_analysis.html
https://www.ibm.com/support/knowledgecenter/en/SSEP7J_11.1.0/com.ibm.swg.ba.cognos.ca_mdlg.doc/c_ca_set_rel_date_analysis.html
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So we have warehouse subject areas that certain departments have access to 

that include detailed PMI about people. Some of that subject area data would 

be extremely useful to other areas when rolled up to counts to be anonymous. 

Would a data set be a good use for that? 

Yes, this is an excellent use of data sets. Data sets are ideal for changing the grain of 

data to improve performance or obscure detail records. Once loaded at a summarized 

level there is no way to access detail data in a data set as it is not retained in the data 

set at all. 
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About Thrive 
Thrive is an IBM certified solution that transforms audit data into measurable, 

meaningful, and actionable insights about your Cognos environment. Learn More  

About the Trial 

Start your free trial and get unlimited access for 30 days. After the trial ends, you 

still get access to many of the features for free. 

 

Start Free Trial 

https://pmsquare.com/thrive
https://pmsquare.com/thrive
https://pmsquare.com/solutions
https://pmsquare.com/thrive
https://pmsquare.com/thrive
https://pmsquare.com/thrive
https://pmsquare.com/thrive

